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Abstract. Embedded systems utilize Physically Unclonable Functions
(PUFs) for authentication and identification purposes. However, model-
ing PUFs’ behavior via machine-learning methods has received utmost
attention. Current research on modeling PUFs mainly targets a sin-
gle PUF instance (PUF producing a single-bit response per query). It
is admittedly more challenging to attack multi-bit parallel PUFs (with
M > 1 PUF instances). In this work, we first target a multi-bit (mainly
M = 2-bit) parallel arbiter-PUF using its power traces, then introduce
a hybrid countermeasure, combining Dual Rail Logic and Randomized
Initialization Logic mechanisms, to thwart such attack. In addition, we
explore Randomized Arbiter Swapping and Randomized Response Mask-
ing mitigation techniques for providing further protection for parallel
PUFs against modeling attacks. To mimic the PUFs’ behavior in real
silicon, we add noise artificially in our simulations. The results confirm
the high success of the launched attack for the unprotected-PUF, and
the resiliency of our countermeasures.

Keywords: Physically unclonable functions · Side-channel attack ·
Machine learning · Modeling attack · Parallel PUFs

1 Introduction

The fabrication of Integrated Circuits (IC) suffers from unavoidable imperfec-
tions. Such drawbacks can be leveraged within carefully designed circuits which
harness these distinct variations for generating unpredictable unique values
despite the similarity of their gate-level netlists. These circuitries, aka Physically
Unclonable Functions (PUFs), map their input bits (referred to as a challenge
hereafter) to a unique bit vector, so-called response. A PUF can be embedded in
c© Springer Nature Switzerland AG 2021
S. Bhasin and F. De Santis (Eds.): COSADE 2021, LNCS 12910, pp. 303–321, 2021.
https://doi.org/10.1007/978-3-030-89915-8_14

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-89915-8_14&domain=pdf
https://doi.org/10.1007/978-3-030-89915-8_14


304 T. Kroeger et al.

an IC to generate hardware fingerprints and in turn to enable device authentica-
tion. Such reproducible fingerprints, so-called Challenge-Response Pairs (CRPs)
can also be used for security parameters, for example secret keys in crypto-
graphic modules [18]. Test and methodologies to assess the security of PUFs
have recently been standardized at international level, in ISO/IEC 20897 [16].

Thanks to their ease of implementation and small size, PUFs are broadly
deployed in radio-frequency identifiers (RFIDs), smart cards, and low-cost inter-
net of Things (IoT) devices. Indeed, PUFs have been proven to be highly useful
such that they have found their way into critical systems such as autonomous
vehicles [8] as well as cryptocurrencies [22], and in chip onboarding schemes [14].

PUFs are categorized into strong and weak groups. A weak PUF simply refers
to a PUF with highly limited number of (or no) CRPs, e.g., SRAM-PUF. Weak
PUFs are typically used for key generation. However, they are susceptible to
invasive attacks that monitor the internal structure of the PUF [23], as well as
cloning attacks where the response can be easily replicated due to the limited
number of responses [17]. On the other hand, strong PUFs have an exponential
number of challenge response pairs. The arbiter-PUF [4] is an archetype of strong
PUFs suitable for authentication purposes [18].

Although PUFs are abundantly useful they are not infallible. One such draw-
back is their susceptibility to the modeling attacks where an adversary tries to
build a model that mimics the behavior of the target PUF. PUFs can be mod-
eled through their CRPs [24] or via their side-channel leakage, in particular
their power consumption [3,12]. To alleviate such vulnerability, several coun-
termeasures have been proposed in literature including new PUF designs like
the XOR-PUF [32], the Feed-Forward PUF [13], and Challenge Obfuscation
schemes [9,29]. Besides, it has been suggested to use a fake PUF along with the
genuine PUF and sneakly query the fake PUF intermittently [5]. However, these
countermeasures are tailored against the attacks that exploits CRPs, and fall
short when the adversary takes the power side-channel into account since the
exploited leakage in power consumption is independent of the challenges [2,11].

Arbiter-PUFs and their derivatives are highly popular as a candidate for
device authentication. To decrease their area and power overhead, they can be
implemented as single instance, i.e., as a 1-bit response generator. This instance
is queried multiple times with different challenges to generate an R-bit response.
However, such implementation has been shown to be vulnerable against power
analysis attacks [11]. Thereby, this paper expands the knowledge of power side-
channel based modeling attacks by investigating the vulnerability of the arbiter-
PUFs composed of multiple single-bit response arbiter-PUFs (M = 2-bit in
particular) operating in parallel as parallelization may contribute to hinder the
modeling of a PUF behavior through observing its power side-channel. To the
best of our knowledge, there is no research in open literature on these multi-bit
response parallel PUFs with respect to their assailability to power side-channel
modeling attacks. This paper shows that these PUFs are in fact vulnerable
(in the presence of realistic noise) especially if simple attack enhancements are
made such as averaging multiple repeated power trace captures to increase the
signal-to-noise ratio (SNR) of the target device’s traces. Finally, to mitigate such
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vulnerability we propose a hybrid countermeasure that benefits from hiding the
current leakage through the use of complementary Dual Rail Logic and response
confusion with Randomized Initialization Logic. We also evaluate swapping and
masking countermeasures. The contributions of this paper are as follows:

– Successful power-based modeling attacks on parallel multi-bit response
arbiter-PUFs;

– Investigation into the attack validity in the presence of realistic noise and
data extraction methods;

– Presentation of a number of lightweight countermeasures to thwart the mod-
eling attack in the parallel PUFs based on equalizing the power consumption
using Dual-Rail Logic, as well as randomizing the response;

– Assessment of the efficiency of the proposed countermeasures at different noise
levels.

2 Background on Arbiter-PUFs

The arbiter-PUF is broadly used due to its ease of implementation, its effec-
tiveness in producing unique values and its large space of its CRPs [7]. This
PUF creates a base for many other PUF variants such as XOR-PUF [32], Feed-
Forward PUF [13], etc. Each instance of an arbiter-PUF is composed of a pair
of delay chains and one arbiter (as simple as an SR latch), and generates one
response bit per challenge, in a single query [4] based on the process-variation
induced race between two identical paths (top and bottom paths in Fig. 1). The
difference in the propagation delay of these paths determines the PUF response
to each challenge. Only the sign of this difference (not the exact amount) deter-
mines the response bit for each challenge.

Note that a full implementation of a PUF, embedded in a chip for generating
keys or authentication purposes, would contain a storage mechanism following
the PUF’s output; denoted as system component in Fig. 1 and is mainly realized
as a Flip-Flop to store the result of the PUF before the downstream components
use the response. However, these system components create power side-channels
that can be exploited to extract information, which we call power leakages in
this work, and accordingly may be exploited by an adversary in order to model
the PUF’s behaviors. These leakages play an important role in the overall power
consumption of the PUF, and in turn the underlying chip [6]. The derivatives
of arbiter-PUFs, e.g., XOR-PUFs and Feed-Forward PUFs all follow the same
scenario regarding the inclusion of system components which jeopardizes their
security against power side-channel attacks.

3 Related Works

Most modeling countermeasures are for CRP-based modeling attacks which
attempt to predict the PUF’s response for previously unseen challenges: they can
consist in design-level protection [9,28,29] or in mode-of-operation hindering [30]
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Fig. 1. Structure of an arbiter-PUF [4]. This includes both the PUF structural com-
ponents as well as the system components (the target of the modeling attacks).

(here: a lockdown technique). However these methods fall short when confronted
with power-based modeling attacks performed in this work [10,11,20]. In fact
due to the implementation of power-based modeling attacks (namely: the leak-
age upon response sampling is spied on), the challenge is unused in the modeling
of the PUF’s behavior and therefore the size of the PUF does not matter [20].

Literature is not devoid of power-based modeling countermeasures. In [25] the
authors share a method for a duplicate arbiter implementation on the arbiter-
PUF. In this proposed work a second arbiter is used with the top and bottom
traces reversed so that it creates the leakage from the opposite response value
simultaneously. This hides the leakage from the arbitration unit of the PUF.
The authors of [2] describe a mitigation technique which utilize overlapping
delay chains to obfuscate the side channel information. The goal of this is to
introduce algorithmic (or intentional) noise such that the modeling algorithm
will not be able to coherently model the PUF.

These mitigations fail to consider the system components, shown in Fig. 1,
used for storing the response for usage which as we will discuss later on are the
principle component of attack. Therefore these countermeasures provide scant
protection from what we discuss here.

4 Motivation

As mentioned earlier, arbiter-PUFs (and their derivatives) are mainly realized
as a single-bit response circuitry (Fig. 1) which is queried multiple times to gen-
erate multi-bit responses. However, such implementation not only imposes low
throughput but also an individual response leakage which is discernible as only
one PUF is active in each point of time which is devoid of algorithmic noise.

To create greater algorithmic noise in the critical components designers can
choose parallel multi-bit response PUFs. As shown in Fig. 2, deploying multi-bit
parallel PUFs makes the attack more difficult as in this case there are more
variations in the output traces that have to be discerned for an attack to be suc-
cessful compared to a single-bit PUF. Parallelization of the PUF chains does not
affect the uniformity and uniqueness of PUFs, and its effect on PUFs’ reliability
is negligible.
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(a) Single Bit Power Trace (b) Parallel 2-Bit Power Trace

Fig. 2. The noiseless power traces segregated into their response values of a single-bit
response arbiter-PUF and that of a parallel multi-bit (M = 2-bit) response arbiter-
PUF.

PUFs are valued for their small implementation size and power consumption
in comparison to traditional cryptographic algorithms [18]. Designers hoping to
use these to their advantage have limitations on the number of parallel instances.
Therefore a smaller number of parallelizations are more likely to be used.

In the following sections, we target a 2-bit parallel PUF and show that attack-
ing is indeed feasible. Accordingly, we introduce potential countermeasures to
thwart such an attack.

5 Threat Model and Attack Methodology

We assume that the adversary has physical access and the ability to record the
power traces of a device with an embedded multi-bit arbiter-PUF. It is also
assumed that the attacker knows the number of parallel PUF instances. The
attacker typically models the chip in the enrollment phase when it is still “open”
to readily query with known challenges (for CRP-based modeling attacks). He
launches a power side-channel based modeling attack subsequently to retrieve
valuable secrets in the post-customization phase. To improve the SNR, the adver-
sary can replay each challenge multiple times, collect the corresponding traces
and average them to reduce the noise, and in turn increase the focus on the
power associated solely with the usage of the PUF [2]. Since actual hardware
runs relatively fast, the adversary can amass many traces to average and increase
the SNR. After creating the model, this attacker reintroduces the PUF into the
supply chain so that it can be deployed in a critical system and compromise it
afterwards.
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Attack Methodology: Power-based modeling attacks opt to characterize the
target PUF’s behavior via its power side-channel. These attacks involve the col-
lection of a series of power traces corresponding to the operation of the target
PUF when it is queried , i.e. when the input transition is propagating through
the switches (in case of targeting an arbiter-PUF). These traces are then used to
train a Machine Learning (ML) algorithm such that the resulting model mimics
the target PUF’s behavior [3,12]. Modeling a PUF via its power traces is more
applicable than via its CRPs as the former requires fewer traces compared to
the large number of the CRPs that the latter requires to model the PUF accu-
rately [11]. Moreover, the PUF output is typically cut through anti-fuses follow-
ing the Enrollment phase of the PUF [15] making CRP-based attacks almost
impossible. Such limiting access to the CRPs is performed as a countermeasure
against the adversary who aims at using the CRPs to model the PUF behavior.
Accordingly, in this paper we focus on the power-based modeling attacks. It is
noteworthy to mention that in the power based attack when the system com-
ponent is targeted, the size of the challenge bitstream does not matter to the
attacker since the challenge is not used when building the PUF model through
its power side-channel. This means that the relation between the challenge and
response is unnecessary to discern but rather it is the relation between the power
and the response that is of interest. More details can be found in [20].

We assume that the adversary exploits the leakage produced from the Flip-
Flop, shown as the system component in Fig. 1, which is used to store the PUF’s
result before the downstream components use it. There are several advantages
for targeting this leakage namely that the Flip-Flop is sequential, synchronized,
and has considerable capacitive loading which in turn induces higher observable
leakage. The presence of such leakage has already been confirmed in real silicon
devices [31].

After collecting enough power traces, we use Support Vector Machine (SVM),
a supervised ML scheme, to train a model that mimics the PUF’s behavior. As
mentioned earlier, before training the model we apply the averaging technique to
increase the SNR by repeating each measurement multiple times and computing
the average of all measurements related to the same challenge. The averaged
traces are used for training the model. We repeat the averaging scheme during
the evaluation phase to increase the accuracy of predicting the response.

6 Proposed Countermeasures

We propose two sets of countermeasures, each including two schemes, to mitigate
the power side-channel based modeling attacks discussed earlier. The first set
opts to reduce the SNR of the power trace leakage from the Flip-Flop, while
the second set consists of random masking or switching the PUF’s response bits
before storing in the Flip-Flop, thereby confusing/poisoning the model during
training phase.
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Reducing the SNR of Flip-Flop Leakage: To thwart power based modeling
attacks by reducing the SNR of the Flip-Flops’ leakage, we propose the marrying
of two mitigation techniques, namely Dual Rail Logic (DRL) and Randomized
Initialization Logic (RIL) implementations.

The DRL makes use of two complimentary Flip-Flops connected to the Q
and Q̄ output pins of the PUF’s arbiter (i.e., the S-R latch in Fig. 1). Indeed,
the standard implementation (unprotected) would have one Flip-Flop fed with
the Q output of the arbitration unit to feed the system circuitry that utilizes
the PUF’s response. However, as discussed, this Flip-Flop produces unavoid-
able leakage. Placing a second Flip-Flop after the Q̄ output of the arbitration
unit, balances the leakage and prevents exploiting such leakage for modeling the
PUF. This countermeasure is inspired by [21, § 7.3]. The loading on the outputs
of the Flip-Flops also needs to be balanced. Accordingly, in this research we
consider differences between the output capacitors of the deployed Flip-Flops,
i.e., CH1, C

′
H1, CL1, C

′
L1 in Fig. 3. The capacitance values were chosen regard-

ing the relatively high load of the DFF which is generally a system bus, and
the process mismatch. The same specification holds for the lower PUF as well.
To increase the randomness of the leakage in the response we propose the RIL
countermeasure. Increased randomization is a common technique for thwarting
modeling attacks [27]. To do so, we initialize each Flip-Flop with a random value
before querying the PUF. Such random initialization hides the leakage as mon-
itoring the switching from “0” to “1” or “1” to “0” (which can be exploited by
the adversary to predict the PUF’s response) may not benefit any more since
observing a transition or not depends on the initial random value of the Flip-
Flop (which is unknown to the adversary) as well. In parallel PUFs the random
value for each PUF should be unique to prevent revealing the response to an
adversary inadvertently. Note that we use the above two methods together and
refer to them together as DRILL. This method can be used in both cases of single
and parallel PUFs. However, in case of parallel PUFs, we propose to equip the
circuits with the following countermeasures on top of the ones mentioned above.

It can also be surmised that the parallelization of the PUF can be con-
sidered as a countermeasure itself. For instance increasing the parallelization
will increase the algorithmic noise that occurs during the PUF operation, thus
decreasing the SNR and accordingly making the output less discernible (partic-
ularly in presence of noise).

Confusing and Poisoning the Modeling Algorithm: To enhance the
resiliency of the parallel PUFs against the power-based modeling attack even
more, we propose 2 countermeasures aiming at confusing and poisoning the
inputs to the ML algorithms. The first method is referred to as Randomized
Arbiter Swapping (RAS) hereafter, and the second is introduced as Random-
ized Response Masking (RRM), where both methods utilize a Random Number
Generator (RNG).

Specifically, the RAS scheme poisons the PUF output via swapping the dif-
ferent bits of PUFs responses which other based on a value generated with a
RNG. This makes differentiating the “01” from “10” responses highly difficult,
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Fig. 3. The DRL (highlighted in blue) and RIL (highlighted in yellow) implemented
on a standard 2-bit response parallel arbiter-PUF. (Color figure online)

if not impossible, in our 2-bit parallel PUF as depending on the generated ran-
dom value, the outputs of the PUFs may swap for some challenges but remain
intact for other ones. This countermeasure is shown in Fig. 4 and is realized
with multiplexers which swap the outputs (shuffle them when M > 2) of the
arbitration units based on the RNG value. Note that by swapping the outputs
the entropy of the response increases but the uniformity is unchanged, provided
that the PUF is unbiased.

In the RRM, the arbiters’ responses are masked as being XORed with random
values generated by an on-chip RNG. Figure 5 shows this implementation. Since
this scheme is applied to both response bits of our 2-bit parallel PUF, it can
diminish the modeling success rate significantly, i.e., the ML algorithm has 1
out of 4 chance for predicting the response correctly. Since the unmasking of the
response is intended to be reversed the result will have the same response as
PUF.

Note that in both of the above countermeasures, the randomization effects are
reversed in software to extract the true PUF’s response before using it for authen-
tication. The software and hardware should follow the same RNG schemes. In
this paper, we assume that the mask generator is secure and the method for
sharing with the trusted hardware is secure as well. This means that there is no
second order attack focused on the mask and the response.

7 Experimental Setup

Simulation Details: We targeted various instances of the single bit arbiter-
PUF, 2-bit, and 4-bit response parallel arbiter-PUF circuitries, each with 64
challenge bits, using 15,000 random challenges and recording both responses and
power traces. The capacitance values used were considered to be the worst case
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Fig. 4. The RAS countermeasure implemented within the PUF. Software is used to
descramble the outputs.

loading condition for attacking, this was done to ensure that the side-channel
modeling countermeasures were effective in this scenario. The capacitance values
are shown in Table 1. If the capacitances are perfectly balanced then the attack
will be extremely difficult as there is little differentiation in the leakages; here
we consider imbalances which produce a worst case for our protections.

Table 1. Loading Capacitance Values for our PUFs. All have 2-bit responses except
the single-bit one. For the PUF equipped with DRILL, each line shows the capacitors
of one rail.

CH1 CL1 CH2 CL2

Single-Bit PUF 200 fF 250 fF N/A N/A

Unprotected PUF 200 fF 250 fF 150 fF 200 fF

PUF + DRILL 200 fF 250 fF 150 fF 200 fF

150 fF (′) 200 fF (′) 100 fF (′) 150 fF (′)

PUF + RAS 200 fF 250 fF 150 fF 200 fF

PUF + RRM 200 fF 250 fF 150 fF 200 fF

For the parallel PUFs both unprotected and protected circuitries were sim-
ulated in the transistor level using Synopsys HSPICE and a 45nm NANGATE
technology [1]. Process variation was realized through Monte-Carlo simulations
with Gaussian distributions: transistor gate length L: 3σ = 10%, threshold volt-
age VTH : 3σ = 30%, and gate-oxide thickness tOX : 3σ = 3% reflecting a 45 nm
process in commercial use.
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Fig. 5. The RRM countermeasure implemented on the outputs of the PUF arbiters.
Software is used to unmask the outputs.

Fig. 6. Timing of the sampling window used to collect the power traces of the Unpro-
tected 2-bit response parallel arbiter-PUF (with a 64-bit challenge). The Flip-Flop’s
leakage is highlighted.

Data Extraction: A set of collected power traces (sampled at 1ps) from the
simulated 2-bit unprotected arbiter-PUF are shown in Fig. 6. Before sampling,
the arbiter-PUF is given its challenge and the circuit has the opportunity to settle
to a steady state before being queried for a response. The sampling of the power
trace starts when the arbiter-PUF is given a rising transition and continues whilst
the transition propagates through the chain of switches. Sampling is pursued
during arbitration and the registration of the response in the Flip-Flop. Once
registered, the response bit becomes valid and the sampling of the power trace
ceases.

Adding Noise: In real silicon, noise occurs naturally as the PUF is embed-
ded in a chip which may contain multiple other IP blocks producing their own
current draw and fluctuations. Those circuitries entail additional “algorithmic”
noise, which increases the difficulty of exploiting the target PUF’s current leak-
age to build a model that mimics its behavior. Accordingly, in this paper to
realize traces that reflect the effects of real silicon experiments more precisely,
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artificial noise is added to the power traces post simulation. The noisy trace (Y )
is produced by adding the Gaussian noise N to the original trace (X):

Y = X + N where N ∼ N(0, σ2). (1)

where we realize different standard deviations as σ ∈ {2.5e−4, 9.5e−4, 16e−4,
32e−4, 64e−4}. The signal-to-noise ratio (SNR) decreases with higher level of
noise. The SNR is considered as a measure of attack feasibility, and is commonly
used in side-channel analysis for this reason. It is assessed as the ratio of inter-
variance and intra-variance [21, § 4.3.2] as below:

SNR =
V ar(Signal)
V ar(Noise)

. (2)

For a 2-bit parallel PUF, the SNR can be assessed via the following equation,
where L00, L01, L10, and L11 relate to the cases with ‘00’, ‘01’, ‘10’, and ‘11’
responses, respectively.

SNR =
V ar([E(L00),E(L01),E(L10),E(L11)])

E([V ar(L00), V ar(L01), V ar(L10), V ar(L11)])
. (3)

Indeed, Eq. 3 presents the full SNR between all response possibilities. Recent
research targeting a real arbiter-PUF shows that a plausible SNR is 1.81 [7]. We
refer to this as a comparison point in our experiments.

Modeling Accuracy: In this paper, the accuracy of the modeling attack is
defined as:

Accuracy =
Predicted Correctly

Total Tested
. (4)

Note that the ideal accuracy when modeling a resilient PUF is equal to the
probability of each response occurrence, i.e., 50% for a single PUF and 25% in
case of 2 parallel PUFs.

All experiments are based on using 1000 traces for training and 5000 traces
for testing.

8 Experimental Results

Single PUF Results: As a baseline for the parallel multi-bit PUF, the results
for attacking a single-bit PUF are shown in Fig. 7. As shown, the accuracy of
the attack is approx 100% until the noise level becomes quite high. The SNR for
σ = 32e−4 (the noise for the last successful attack) is 0.079 which is far below
the SNR of 1.81 seen in a real circuit [7]. This confirms the high vulnerability
of single-bit PUFs against power based modeling attacks and motivates using
parallel PUFs.

Parallel Multi-bit PUF Results: Figure 8 depicts the resiliency of the 2-bit
response parallel PUF against modeling attack in different noise levels. At a first
glance, the 2-bit parallel PUF seems secure as for the noise level of 32e−4 and
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Fig. 7. The attack accuracy targeting a 1-bit response arbiter-PUF for various noise
levels. Ideally the accuracy, from a design standpoint, for a 1-bit PUF is 50%.

beyond, the modeling accuracy is significantly lower than the single PUF coun-
terpart shown in Fig. 7. However, we resemble the case in which the adversary
uses a simple averaging technique in which the same challenge is fed multiple
times and the recorded traces are averaged. In that case, as shown in the right
side of Fig. 7, the 2-bit response PUF can be compromised as simple as the single
PUF, i.e., the 2-bit PUF can be modeled with ≈100% accuracy for SNR of σ =
16e−4 or less, and the drop occurs at σ = 32e−4 which presents 94.8% accuracy.
Investigating the SNR values gives a better picture in this case. The maximal
SNR values for these cases are displayed in Table 2; when sigma is 16e−4 or
lower (with averaging) the SNR is higher than then 1.81 (our baseline in real
silicon) and as expected the attack accuracy is 100%. For sigma beyond this
value, although not 100% but our attack was still quite successful. As expected,
with averaging of 10 traces the SNR increases around 10 times. This confirms
the ease of attack when averaging technique is applied.

Table 2. The maximum SNR when the Flip-Flops are queried in the unprotected
parallel PUF with & without averaging.

σ = 2.5e−4 σ = 9.5e−4 σ = 16e−4 σ = 32e−4 σ = 64e−4

Non-averaging 9.713419 0.658853 0.232567 0.062253 0.016153

Averaging 94.948925 6.666043 2.344949 0.589082 0.146669

The takeaway from these results is that the parallel multi-bit PUF is indeed
vulnerable to power side-channel based modeling attacks when the SNR is even
lower than that seen in real silicon. This is because the entropy introduced by the
side-channel leakage of an M -bit response PUF is not really M bit as expected
but rather is equal to the smaller quantity (where X ∈ {0, 1}M and wH is the
Hamming weight function):

H(wH(X)) = −∑M
i=0

1
2M

(
M

i

)

log2

(
1

2M

(
M

i

))

bit, (5)
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Fig. 8. The attack accuracy targeting an unprotected 2-bit response PUF for various
noise levels with & without using averaging scheme during the attack. Ideally the
accuracy, from a design standpoint, for a 2-bit PUF is 25%.

resulting in the entropy of 1.5 for M = 2. Moreover, although an accuracy of
75% would be expected for the 2-bit PUF corresponding to entropy of 1.5, it is
only the imbalance and mismatch of the Flip-Flops and their capacitive loads
which allow the adversary to discriminate the state “01” from “10”. The results
also show that the averaging scheme is highly effective in improving SNR as one
would expect.

Reducing the SNR of the Target Flip-Flop’s Leakage: To mitigate the
attack, the proposed countermeasure shown in Fig. 3 was implemented. The
modeling attack accuracy in presence of this DRILL countermeasure is shown
in Fig. 9. As depicted the DRILL countermeasure is effective at mitigating the
attack when the noise level is σ = 9.5e−4 and beyond if averaging scheme is
not applied, while benefiting from averaging scheme results in a more successful
attack and increasing the accuracy to 100% for σ = 2.5e−4 and to 95.7% for
σ = 9.5e−4, respectively. Even with averaging, our DRILL countermeasure is
highly successful for noises with σ > 9.5e−4. Note that all SNR values reported
in Table 3, are much lower than the real-silicon baseline (i.e., 1.81) we referred
to earlier.

Table 3. The maximum SNR for the proposed DRILL Protected PUF with and with-
out averaging.

σ = 2.5e−4 σ = 9.5e−4 σ = 16e−4 σ = 32e−4 σ = 64e−4

Non-averaging 0.034776 0.00476 0.002327 0.001941 0.001105

Averaging 0.185653 0.025787 0.011142 0.004322 0.001901
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Fig. 9. The attack accuracy when the 2-bit response parallel PUF is protected with
the proposed DRILL countermeasure. Ideally the accuracy, from a design standpoint,
for a 2-bit PUF is 25%.

Fig. 10. The modeling accuracy when the 2-bit response PUF is only protected with
RAS scheme. Ideally the accuracy, from a design standpoint, for a 2-bit PUF is 25%.

The takeaway point from these results is that the proposed DRILL counter-
measure does mitigate the attack. However, we need to improve its resiliency at
low noise levels.

Confusing and Poisoning Countermeasure Results: To further miti-
gate the modeling attacks, we implemented the proposed countermeasures of
RAS (shown in Fig. 4) and RRM (depicted in Fig. 5). The accuracy of mod-
eling attack when the PUF is only equipped with RAS is shown in Fig. 10. As
depicted, in almost all cases, regardless if the averaging scheme is used or not, the
accuracy is ≈75%. This is because, with such swapping, only the cases in which
the responses equal to “01” or ”10” are protected, but the “11” and “00” cases
are still differentiable. Although this protection may seem not effective in 2-bit
response PUFs, its inclusion in the PUFs with more response bits is promising.
For example, for a 3-bit response PUF, the leakage of 6 out of 8 response cases
(all 3-bit combinations of responses except “000” and “111”) is reduced when
the RAS scheme is adopted.

To improve the resiliency of the parallel-PUF against modeling attacks, we
inserted our RAS scheme on top of the DRILL protection. Figure 11 depicts
the related modeling accuracies. As shown the results are very promising. Even
when the attacker uses the averaging scheme, the accuracy does not exceed 60%.
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Fig. 11. The accuracy of modeling the 2-bit response PUF when RAS scheme is applied
on top of DRILL countermeasure. Ideally the accuracy, from a design standpoint, for
a 2-bit PUF is 25%.

The takeaway point from these observation is that the combination of RAS and
DRILL countermeasures can highly protect the multi-bit PUF against modeling
attacks.

We further applied the RRM (shown in Fig. 5). The results (not shown for the
sake of space) confirm that this countermeasure is highly successful in thwarting
the modeling attack, with the accuracy consistently being at 25% in all noise
levels.

4-bit Parallel PUF Results: To assess the parallelization as a natural coun-
termeasure, we launched similar attacks on a 4-bit parallel PUF. The power
traces when the Flip-Flops are registering their responses is shown in Fig. 12. As
shown the hamming weight of the response is clearly discernible, while the trace
for the individual response is less distinguishable.

Fig. 12. Superimposing 50 traces of the 64-bit PUF in 4-bit parallel settings. Note that
HW(Resp) denotes the Hamming weight of a 4-bit response Resp.
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Fig. 13. The attack accuracy targeting a 4-bit response arbiter-PUF for various noise
levels. Ideally the accuracy, from a design standpoint, for a 4-bit PUF is 6.25%.

The results of attacking are shown in Fig. 13. Compared to the 2-bit results
in Fig. 8, we can clearly see that the individual 4-bit responses were less distin-
guishable, thus the attack is less accurate at predicting the responses of a 4-bit
response parallel PUF. In fact, with noise levels’ greater than σ = 2.5e−4 the
response is not modelable, and the accuracy of modeling is less than 75%.

9 Discussions

In the attack of the multi-bit arbiter PUF, we considered slight variations
between PUFs, realized as small differences between output capacitances of the
response flip-flops due to process mismatch. Indeed, these variations increase the
adversary’s ability to successfully attack the PUF through its power traces. It is
interesting to note that the technological imbalance which is the essence of the
PUF, can reduce the efficiency of the protections, notably when using multi-bit
responses. For the simulation results, we used variation values that are typical
in real designs. Moreover, even though the capacitances CH1 and CH2 are rigor-
ously equal, an attacker resorting to small-sized electromagnetic probes (instead
of powerline fluctuations measurements with an ammeter/oscilloscope) could
make a difference depending on the provenance (H1 vs H2) of the leakage [19].
Thus, in the sequel, we should consider that somehow, the adversary manages
to collect even slightly different signals originating from either capacitance.

The use of multi-bit arbiter PUF does not only provide intrinsic security
enhancement against side-channel observations but also against invasive attacks
which manage to monitor the PUF while it is challenged [26]. Such attacks are
very powerful as they require the knowledge of the PUF layout and its position
within the chip, as well as a perfect synchronization with the challenges. Few
PUFs (and actually few security IPs in general) resist such attacks. However,
we notice that the use of parallel PUFs, provided the M instances are sufficient
apart, allow to thwart this attack, since the imaging sensor has a small aperture
size.

Finally, we wish to remind the reader that in this work the randomly gener-
ated variables used in mask generation and arbiter swapping are not exploited
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by the attacker. This is the case if they are generated before the arbitration time
and the attack is at first order.

10 Conclusion and Future Directions

We investigated the resiliency of parallel multi-bit response arbiter-PUFs against
power side-channel based modeling attacks. The results confirm the vulnerabil-
ity of such PUFs against the power based modeling attacks, especially when the
adversary benefits from the averaging technique. We proposed a number of coun-
termeasures based on hiding the power consumption by equalizing the power for
different response values as well as randomizing the relation between the power
consumption and response bits. We also showed that increasing the number of
bits in multi-bit responses naturally improve the security against power model-
ing attacks. The results confirmed the efficacy of the proposed countermeasures
in thwarting the power based modeling attacks in parallel arbiter-PUFs. All
findings can be extended to the arbiter-PUF derivatives considering their archi-
tecture. We plan to extend this research by investigating the findings on real
silicon, and for larger multi-bit response implementations.
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